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Abstract

With the growing scale and complexity of log data, man-
ual anomaly detection has become increasingly time-consuming
and error-prone, necessitating the development of robust machine
learning-based solutions. The HDFS (Hadoop Distributed File
System) dataset, a large-scale real-world log collection, serves as a
standard benchmark for evaluating both supervised and unsuper-
vised anomaly detection methods. Available in two variants—a
reduced and a complete version—this dataset facilitates compre-
hensive performance comparisons. Our empirical analysis reveals
significant limitations in existing approaches: supervised meth-
ods exhibit poor performance on the reduced dataset, while most
unsupervised techniques underperform across both versions. To
address these shortcomings, we introduce several novel machine
learning approaches for log-based anomaly detection. Addition-
ally, we investigate the effects of alternative feature extraction
techniques. We also examine the application of Synthetic Mi-
nority Over-sampling Technique (SMOTE) to mitigate class im-
balance in supervised learning, as well as the incorporation of
temporal features encoding inter-log time intervals. Our exper-
imental results demonstrate that the proposed methods achieve
statistically significant improvements in detection accuracy over
existing approaches on both HDFS dataset variants, establishing
new benchmarks for log-based anomaly detection.
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1 Introduction

Modern systems are increasingly evolving into large-scale infrastruc-
tures by scaling out to distributed architectures composed of thousands
of commodity machines [1]. Hadoop1 is one such system. These dis-
tributed systems generate massive volumes of log data that are critical
for system monitoring and maintenance. Logs capture system events
and internal states during runtime, providing valuable insights into
system behavior [2].

Log-based anomaly detection aims to identify abnormal system be-
haviors, which can be early indicators of failures, by analyzing the log
data generated during execution. It has become a key technique for en-
suring system reliability and service quality [3]. Although developers
can manually inspect logs to detect anomalies, the scale and complex-
ity of modern systems make this task extremely challenging or even
infeasible [2].

As a result, automated log analysis methods have become essen-
tial. Over the years, extensive research has been devoted to developing
such techniques [1]–[15]. A significant portion of these works focuses on
leveraging machine learning as it provides many viable techniques [16]
that have proven successful in automatically learning patterns and de-
tecting anomalies in large-scale log datasets.

1.1 Motivation

The Hadoop Distributed File System (HDFS) is a cornerstone of many
large-scale data processing systems, making its reliability and stabil-
ity critical. Failures in HDFS can have serious consequences, such as
permanent data loss when multiple nodes and their replicas are com-
promised, reduced system availability when clients are unable to access
files or services due to downtime, and performance degradation caused
by operations like data re-replication, task reassignment, or limited
resource handling. These issues can significantly slow down process-
ing, increase job execution times, and lead to higher system latency.
Therefore, ensuring the robustness of HDFS requires timely and accu-

1Apache hadoop (http://hadoop.apache.org/).
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rate anomaly detection to prevent such disruptions in data-intensive
environments.

In general, research on log-based anomaly detection is typically con-
ducted on proprietary log data. However, publicly available system logs
are limited, as companies are frequently reluctant to release production
logs due to privacy and confidentiality concerns. To address this lim-
itation, the study [17] introduced LogHub, a comprehensive collection
of system log datasets specifically curated for machine learning-based
log analysis. Among these datasets, LogHub provides three versions
of HDFS logs. In our work, we use the HDFS-v1 dataset (available in
both reduced and complete versions), which was manually labeled using
handcrafted rules to identify anomalies. The logs, originally collected
in [6], are segmented into traces (i.e., log sequences) based on Block
IDs, following a session window grouping strategy. Each trace is then
assigned a ground-truth label—either normal or abnormal—depending
on the presence of anomalous events. This makes the dataset well-
documented, representative of realistic logs generated by an HDFS
system, and widely adopted in the research community—serving as
a valuable benchmark for evaluating and comparing both supervised
and unsupervised anomaly detection approaches.

Table 1. Precision, Recall, and F1-score for Supervised Decision Tree
and SVM Models on the Reduced and the Complete HDFS Dataset

Approach
Results on Reduced HDFS Results on the complete HDFS

Precision Recall F1 Precision Recall F1

Decision Tree 0.985 ± 0.000 0.427 ± 0.000 0.596 ± 0.000 1.000 ± 0.000 0.997 ± 0.001 0.998 ± 0.000

SVM 0.991 ± 0.007 0.354 ± 0.102 0.514 ± 0.114 1.000 ± 0.000 0.969 ± 0.004 0.984 ± 0.002

Table 2. Precision, Recall, and F1-score for Unsupervised PCA and Iso-
lation Forest Models on the Reduced and the Complete HDFS Dataset

Approach
Results on Reduced HDFS Results on the complete HDFS

Precision Recall F1 Precision Recall F1

PCA 0.966 ± 0.000 0.363 ± 0.000 0.528 ± 0.000 0.998 ± 0.000 0.688 ± 0.000 0.814 ± 0.000

Isolation Forest 0.985 ± 0.000 0.427 ± 0.000 0.596 ± 0.000 0.983 ± 0.000 0.703 ± 0.002 0.820 ± 0.001

The HDFS-v1 dataset (referred simply to as HDFS in this article)
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is available in two versions: a reduced version and a complete version.
One of the key motivating factors identified in our experiments is the
significant performance variability of commonly used supervised and
unsupervised machine learning models, depending on the version used.
Supervised models achieve near-perfect performance on the complete
version, while their performance is notably limited on the reduced ver-
sion (see Table 1). In contrast, unsupervised models struggle on both
versions (see Table 2). This has motivated us to explore in this work
novel supervised approaches to enhance performance, specifically on
the reduced version, as well as new unsupervised techniques aimed at
improving results on both the reduced and complete versions of the
HDFS dataset.

1.2 Contribution Summary

We propose the use of Incremental PCA (Principal Component Anal-
ysis) for unsupervised anomaly detection, achieving better recall and
F1-score than traditional PCA and Isolation Forest (iForest) on the
reduced HDFS dataset. A K-Means + iForest hybrid model is intro-
duced, where clustering precedes iForest to isolate dominant normal be-
haviors, enhancing recall and F1-score on uniformly segmented traces.
We also develop a deep learning-based hybrid model that extracts la-
tent features and applies clustering, reaching perfect recall (1.0) on the
complete HDFS dataset. For supervised detection, we combine Sup-
port Vector Machine (SVM) and Decision Tree (DT), surpassing the
individual models by leveraging their complementary strengths. To
address class imbalance, we apply SMOTE (Synthetic Minority Over-
sampling Technique), significantly improving recall and F1-score for
models like SVM and the SVM + DT hybrid. Additionally, we intro-
duce time gaps between log entries as a temporal feature, which boosts
recall across several models, including iForest. Finally, we show that
Word2Vec embeddings outperform TF-IDF (Term Frequency–Inverse
Document Frequency) for iForest, PCA, and K-Means+iForest, while
IPCA benefits more from TF-IDF due to its effectiveness on sparse
representations.

The remainder of this paper is organized as follows: Section 2 re-
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views related work. Section 3 introduces the HDFS dataset, which
serves as the experimental foundation for our study. Section 4 de-
scribes the three main stages of our methodology: log parsing, fea-
ture extraction, and anomaly detection. Our contribution focuses on
proposing novel techniques in the feature extraction and anomaly de-
tection stages, as detailed in this section. Section 5 presents the experi-
mental results on the HDFS dataset. It provides a thorough analysis of
the outcomes and highlights the effectiveness of the proposed machine
learning techniques. Section 6 concludes the paper.

2 Related Word

Numerous traditional machine learning-based methods have been pro-
posed for log-based anomaly detection. These approaches can generally
be categorized into two main paradigms: reconstruction-based methods
and binary classification-based methods [14].

2.1 Reconstruction-based methods

Reconstruction-based methods [2], [6], [9], [11], [13], [18]–[20] train ma-
chine learning models to learn and reproduce normal log sequences.
During inference, the model attempts to reconstruct incoming log data.
If the reconstruction error is low, the sequence is likely normal; if the
error is high, it indicates a potential anomaly. The underlying assump-
tion is that models trained on normal patterns will fail to accurately
reconstruct anomalous log sequences, leading to significantly higher
reconstruction errors.

Compared to the approaches in [6] and [2], this work introduces the
use of an incremental variant of the PCA algorithm for anomaly detec-
tion on the HDFS dataset. Furthermore, in contrast to the methods
proposed in [13], [18], and [19], we enhance a standard autoencoder
by training it incrementally and augmenting it with a clustering-based
post-processing step. This addition improves the model’s capability to
identify a greater number of anomalous log sequences based on recon-
struction errors.
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2.2 Binary classification-based methods

Binary classification-based methods [4], [5], [7], [15], [21]–[25] typically
use a machine learning model that outputs either one or two values.
In the single-output case, the model produces a probability score in-
dicating how likely a given log sequence is anomalous. A predefined
threshold is then applied to convert this probability into a binary deci-
sion. In the dual-output case, the model provides separate probabilities
for the sequence belonging to the normal and anomalous classes, and
the class with the higher probability is selected as the prediction.

Compared to the early approaches in [5] and [4], this work proposes
a hybrid strategy that combines SVM and Decision Trees using a vot-
ing mechanism to improve prediction performance by leveraging the
strengths of both models. In contrast to the methods in [7] and [22],
we propose a refined combination of K-Means clustering and iForest.
Specifically, we use K-Means with two clusters as a pre-processing step
to isolate potential noise or outlier patterns into a smaller cluster. The
larger, denoised cluster is then used as input to iForest, thereby improv-
ing anomaly detection accuracy. This differs from [22], where K-Means
is applied as a post-processing step.

Furthermore, we introduce a novel method that integrates recon-
struction-based and binary classification-based approaches. Our tech-
nique enhances anomaly detection by refining the predictions of an
autoencoder through clustering-based post-processing. We exploit the
latent representations learned by the autoencoder to perform cluster-
ing, which improves the separation of anomalous patterns from normal
ones in the feature space.

3 Datasets

In our study, we evaluated several log-based anomaly detection tech-
niques using the widely adopted HDFS dataset [6],[17], which has been
used extensively in prior works [1]–[3], [9], [11], [26]. We used two ver-
sions of this dataset: the reduced version, which represents a subset of
the HDFS data, and the complete version, which includes the entire
dataset. Table 3 provides key statistics for both versions, including
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Table 3. Basic information of datasets

Datasets
# Log Grouping Train # Sequences # Anomalies (SS) # Anomalies (US)

# Events
Messages Strategy Ratio train test train test train test

Reduced HDFS 104,815
Session Window

0.5 3,970 3,970 118 195 156 157 14
(block id)

Complete HDFS 11,175,629
Session Window

0.9 517,554 57,507 16,044 794 15,154 1,684 48
(block id)

the number of log messages, the method used for constructing log se-
quences (i.e., grouping log messages), the training ratio, the number
of log sequences in the training and test sets, the split methods used
(sequential split (SS) and uniform split (US)), and the total number of
distinct log events.

In a sequential split, the dataset is divided chronologically—for ex-
ample, the first 90% of the data is used for training, and the remaining
10% is reserved for testing. This method may result in an imbalanced
distribution of positive (normal) and negative (anomalous) samples be-
tween the two sets. In contrast, a uniform split ensures that both
training and test sets maintain a balanced proportion of normal and
anomalous sequences.

Taking the complete HDFS dataset as an example (see Table 3),
there are 575,061 total log sequences, including 16,838 anomalous and
558,223 normal sequences. With a 90% train ratio and sequential split,
approximately 16,044 anomaly sequences fall into the training set, while
only 794 anomalies remain in the test set. With a 90% train ratio and
uniform split, we obtain approximately 0.9 × 16,838 ≈ 15,154 anoma-
lous sequences in the training set and 0.1× 16,838 ≈ 1,684 in the test
set. This illustrates how the choice of splitting strategy can signifi-
cantly affect the distribution of anomalies in the training and test sets.

Below, we introduce the complete HDFS dataset.

HDFS logs were collected during Hadoop-based MapReduce jobs
executed on over 2,000 Amazon EC2 nodes over a period of 38.7 hours.
The dataset consists of 11,175,629 log messages, which are grouped into
575,062 log sequences based on the Block ID associated with each log
message. Of these, approximately 2.9% of the sequences are labeled as
anomalous, based on manual annotations provided by Hadoop domain
experts [2].
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4 Approach to Anomaly Detection

Log Parsing:
Identifying constant patterns

and extracting variable parameters
Input: Unstructured log messages
Output: Structured templates
(log events), extracted variable

parameters

Feature Extraction:
- Identifier-based partitioning
- Converting log sequences

into feature vectors
(using TF-IDF or Word2Vec)

Input: Log events
Output: Numerical feature

vectors

Anomaly Detection:
Identifying abnormal log sequences

Input: Log feature vectors,
A ML model

Output: A prediction (i.e., an anomaly
or not) for each vector

Figure 1. The Approach Used for Anomaly Detection

Figure 1 illustrates the framework for log-based anomaly detection.
The process primarily involves three key steps: log parsing, feature
extraction, and anomaly detection.

4.1 Log Parsing

Logs are semi-structured and need to be parsed into a structured for-
mat. The purpose of log parsing [10] is to extract a set of event
templates. Log entries typically consist of both constant and variable
parts. For example, in the log messages ’Connection from 10.10.34.12
closed’ and ’Connection from 10.10.34.13 closed’, the phrases ’Con-
nection from’ and ’closed’ represent the constant parts, while the IP
addresses are variable. The objective of log parsing is to separate these
variable components from the constant structure and generate stan-
dardized event templates, such as ’Connection from < ∗ > closed’.
The variable parts store values of specific parameters (e.g., IP address,
thread name, job ID, or message ID).

An excerpt of HDFS log entries is shown below:
....
2008-11-09 20:40:14 PacketResponder 2 for block blk -7985415248440048381 terminating
....
2008-11-09 20:46:45 Verification succeeded for blk -7985415248440048381
....
2008-11-09 20:46:55 Verification succeeded for blk -3046627542547536054
....
2008-11-09 20:54:42 Verification succeeded for blk -3046627542547536054
....

This example illustrates two important fields that appear in typical
HDFS logs: (1) a timestamp, which indicates when the log entry
occurred (later used for time-based features), and (2) a descriptive
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message, which contains the semantic content of the event. Through
log parsing, these descriptive messages are generalized into event tem-
plates, where dynamic parameters are replaced with wildcards. Each
event template is then assigned a unique identifier. For the excerpt pro-
vided above, the parsed and structured logs are illustrated in Table 4.

Table 4. Illustration of structured logs obtained from parsing HDFS
log entries

Date Time Event Template Block ID Event ID

.... .... .... .... ....
2008-11-09 20:40:14 PacketResponder < ∗ > for block < ∗ > terminating blk -7985415248440048381 E11

.... .... .... .... ....
2008-11-09 20:46:45 Verification succeeded for < ∗ > blk -7985415248440048381 E2

.... .... .... .... ....
2008-11-09 20:46:55 Verification succeeded for < ∗ > blk -3046627542547536054 E2

.... .... .... .... ....
2008-11-09 20:54:42 Verification succeeded for < ∗ > blk -3046627542547536054 E2

.... .... .... .... ....

4.2 Feature Extraction

After parsing the raw logs into distinct log events, the next step is
to encode them into numerical feature vectors that can be processed
by machine learning algorithms. To achieve this, we first segment the
log data into sequences using a session window grouping technique.
While other windowing methods exist—such as fixed-size and sliding
windows, which are based on timestamps—our study focuses solely on
session windows.

Session windows group log events based on unique identifiers rather
than timestamps. In this approach, log events are first sorted in chrono-
logical order, then partitioned into sequences where each sequence con-
tains events that share a common identifier, indicating they belong to
the same task execution. For instance, HDFS logs use the Block ID to
track operations such as allocation, writing, replication, and deletion of
data blocks. For the example of parsed log entries illustrated in Table 4,
after applying session window grouping, we obtain two representative
sequences: the first has the structure [. . . , E11, . . . , E2, . . . ], and the
second has the structure [. . . , E2, . . . , E2, . . . ], where . . . indicates
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other event IDs. The resulting log sequences may vary in length, with
shorter sequences often associated with premature termination due to
abnormal execution behaviors [1], [3].

After obtaining the log sequences, each sequence must be trans-
formed into a numerical feature vector. To achieve this, we employ two
techniques: TF-IDF (Term Frequency-Inverse Document Frequency)
[27] and Word2Vec [28]. TF-IDF is traditionally used in information
retrieval to represent words in documents, assigning higher weights to
words that are frequent in a document but rare across the entire cor-
pus. Word2Vec, originally developed to learn vector representations of
words based on their surrounding context in large text corpora, maps
semantically similar words to nearby points in the vector space. In
the context of log analysis, log templates are treated as words, and
log sequences are treated as documents, enabling these techniques to
effectively encode logs into meaningful numerical vectors. In TF-IDF,
each log event is treated as a word from the vocabulary (i.e., the set
of all unique log events), and each dimension of the resulting vector
corresponds to one of these events. However, since only a few events
typically appear in a given sequence, most dimensions are zero, re-
sulting in a sparse representation. In contrast, Word2Vec maps each
word (or log event) to a low-dimensional vector in which all dimensions
contain meaningful, non-zero values, yielding a dense representation.

Based on the log feature vectors constructed in the previous step,
anomaly detection can now be performed to identify anomalous log
instances. Traditional machine learning-based detectors typically pro-
duce a single prediction for the entire log sequence [3]. In the following
subsections, we present both unsupervised and supervised models pro-
posed in this study.

4.3 Unsupervised Anomaly Detection

Unsupervised learning is a common machine learning approach that
operates on unlabeled data. These methods are well-suited for real-
world production environments, where labeled data is typically un-
available [1].
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4.3.1 Incremental PCA

Incremental PCA (IPCA) [29] is a variant of traditional PCA that up-
dates the principal components incrementally, without requiring the
entire dataset to be stored or processed at once. While IPCA is typ-
ically designed for large-scale and streaming data, in this article, we
explore its use on a fixed dataset. We demonstrate that even for fixed
datasets, IPCA can still provide benefits and may outperform tradi-
tional PCA and other unsupervised models.

We use the reconstruction error from the IPCA model as an
anomaly score. Specifically, we project the data onto the learned prin-
cipal components and then reconstruct it back to the original space.
The reconstruction error measures the difference between the original
data and its approximation, with larger errors indicating anomalies.
To the best of our knowledge, this is the first study to apply IPCA for
anomaly detection in HDFS.

4.3.2 K-Means + iForest

We propose a novel approach that combines the K-Means clustering
algorithm with iForest to enhance the anomaly detection performance
compared to using iForest alone. The method begins by applying K-
Means to partition the dataset of n data points (i.e., log sequences)
into two clusters, where each data point belongs to exactly one cluster.
K-Means aims to group similar data points together while maximizing
the separation between clusters—placing points with high similarity in
the same cluster and ensuring that clusters are as distinct as possible.

After clustering, we apply iForest separately to the data within each
cluster. Our key intuition is that running iForest on the larger cluster,
which contains more consistent and similar sequences, can improve
anomaly detection accuracy. This is because K-Means helps to filter
out noise or outlier patterns by isolating them into a smaller cluster.
Consequently, the larger cluster becomes a cleaner input for iForest,
reducing the impact of noisy or irrelevant data that might otherwise
degrade the model’s performance.

To the best of our knowledge, we are the first to combine K-Means
and iForest in this specific manner for anomaly detection—by using K-
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Autoencoder (AE):
- Incrementally train the autoencoder
- Use autoencoder to extract latent

representations (compressed features)
from x test

- Detect anomalies using the trained model
on the test set

Input: x train, x test, AE model
Output: x test latent vectors, AE predictions

AE model

Clustering:
- Apply Standard Scaler

- Reduce dimensionality using PCA
- Use MiniBatch K-Means (10 clusters)

- Compute distance to nearest cluster center
- Mark as anomaly if distance > 95th percentile

Input: x test latent vectors
Output: Clustering predictions

Fusion (Decision Layer):
For each test instance:

Final label = AE prediction OR
Clustering-based prediction
Input: AE predictions,
Clustering predictions

Output: Final predictions

Incremental Autoencoder Training
Clustering-Based Post-Processing for

Anomaly Detection

Anomaly Decision Fusion

Figure 2. An overview of our proposed AE + Clustering model for
anomaly detection

Means before iForest to cluster similar log sequences and reduce noise.
In contrast, the work by Laskar et al. [22] proposed an iForest-KMeans
model, where relevant features from the dataset are first used as input
to the iForest model. The resulting anomaly scores are then passed to
the K-Means algorithm, which partitions these scores into k clusters
and assigns corresponding labels. Unlike their post-processing strategy,
our method leverages K-Means as a pre-processing step to enhance the
effectiveness of iForest.

4.3.3 Autoencoder + Clustering

Farzad et al. [21] were the first to employ an autoencoder (AE) com-
bined with iForest for log-based anomaly detection. The autoencoder
is used for feature extraction, while the iForest performs anomaly de-
tection based on the extracted features. In [3], the authors use an au-
toencoder to learn representations of normal log event sequences. The
trained model effectively encodes normal log patterns. When presented
with anomalous instances, the reconstruction loss becomes significantly
higher, serving as a key signal for identifying anomalies.

In contrast to their work, we propose an enhancement by training
the autoencoder incrementally, allowing it to scale more efficiently to
large datasets. Specifically, we use mini-batch training to incrementally
update the autoencoder’s parameters without the need to load the
entire dataset into memory.

In addition to training the autoencoder incrementally, we further
enhance its anomaly detection capability by refining its predictions
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through a clustering-based post-processing step. The intuition behind
this enhancement is that even after reconstruction-based classification,
some subtle anomalies may remain undetected. By leveraging the la-
tent representations learned by the autoencoder, we can apply cluster-
ing to better distinguish anomalous patterns from normal ones in the
feature space.

Specifically, once the latent vectors are extracted from the encoder,
we apply standard scaling followed by dimensionality reduction using
PCA to project the high-dimensional latent features into a more man-
ageable 4-dimensional space. We then perform clustering using Mini-
Batch K-Means with 10 clusters, a method that scales well to large
datasets (which is the case for the full HDFS log dataset). MiniBatch
K-Means is a variant of the traditional K-Means algorithm that uses
small random batches of data to reduce computation time while still
maintaining comparable clustering quality [30].

To identify anomalies, we compute the distance between each data
point and its nearest cluster center. Instances whose distance exceeds
the 95th percentile threshold are considered outliers. These clustering-
based anomaly predictions are then combined with the initial predic-
tions from the autoencoder using a logical OR operation, ensuring that
an instance is classified as anomalous if it is flagged by either the
reconstruction-based approach or the clustering-based distance crite-
rion. An overview of the proposed AE + Clustering architecture is
illustrated in Figure 2.

4.4 Supervised Anomaly Detection

Supervised learning is a machine learning task that involves training a
model using labeled data. In the context of anomaly detection, these
labels indicate whether each instance is normal or anomalous. In our
study, each log sequence obtained after partitioning is associated with
a label that reflects the execution state (normal or abnormal) of the
corresponding task, identified by its Block ID.
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4.4.1 SVM + Decision Tree

We propose using a hybrid model to detect anomalies in HDFS that
combines SVM and Decision Tree via voting, leveraging the strengths of
both algorithms to improve prediction performance. In this approach,
each model is trained independently on the same dataset, using labeled
feature vectors.

At prediction time, a new instance is evaluated by both models:
the Decision Tree classifies it using decision rules learned from train-
ing data, while the SVM assesses its position relative to the decision
hyperplane. Each model outputs a predicted class label (normal or
anomalous). If both models agree, their shared label is assigned. In
case of disagreement, a weighted voting scheme is applied, where each
model’s vote is weighted according to its reliability (e.g., F1-score), and
the final label is determined by the weighted sum.

To the best of our knowledge, this is the first work that applies a
model combining SVM and Decision Tree using a voting mechanism
for anomaly detection in the HDFS log dataset.

4.4.2 SMOTE

A dataset is considered imbalanced when the classification categories
are not approximately equally represented, which is the case for the
HDFS dataset (i.e., significantly more normal logs than anomalies).
This imbalance can bias supervised models toward the majority class.
SMOTE (Synthetic Minority Over-sampling Technique) [31] is an ef-
fective method for rebalancing classes by generating synthetic samples
of the minority class (anomalies).

5 Evaluation

5.1 Experiment Setting

Evaluation Metrics In this paper, Precision, Recall, and F1-score
are used to evaluate the performance of the models. Precision repre-
sents the percentage of true anomalies among all detected anomalies.
Recall measures the percentage of anomalies correctly identified in the
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dataset. The F1-score is the harmonic mean of Precision and Recall.
The mathematical formulas for these metrics are shown below:

Precision =
TP

TP + FP
, (1)

Recall =
TP

TP + FN
, (2)

F1-Score =
2× Precision×Recall

Precision+Recall
. (3)

Here, TP (True Positives) are anomalous log sequences that are
correctly identified as such by the model. TN (True Negatives) are
normal log sequences that are correctly identified. If the model incor-
rectly classifies a normal log as anomalous, it is labeled a FP (False
Positive). Conversely, if the model fails to detect an actual anomaly, it
is labeled a FN (False Negative) [11].

Baselines We compare our proposed machine learning models with
four widely used baseline models from the state of the art: two un-
supervised methods, PCA and iForest, and two supervised methods,
SVM and Decision Tree. All models are configured with their opti-
mal parameters to maximize accuracy. The parameters of the baseline
methods were determined through manual testing and by following the
results of prior studies, particularly the work [1]. For each baseline,
several configurations were explored, and the most effective settings
were retained based on their empirical performance. Some parameters
are straightforward to set, such as the contamination rate in iForest,
which we aligned with the anomaly ratio in the training dataset in
order to maximize detection accuracy. The comparison is conducted
on both versions of the HDFS dataset: the reduced and the complete
versions.

Experimental Setup We conducted our experiments on a computer
with the following specifications: an 11th Generation Intel® Core� i5-
1135G7 processor (2.40 GHz, 8 cores), 8.0 GiB of memory, and a 64-bit
version of Ubuntu 22.04.4 LTS.
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Table 5. Comparison of Precision, Recall, and F1-Score for Unsuper-
vised Models and the Proposed IPCA on the Reduced HDFS Dataset

Approach
Sequential Split Uniform Split

Precision Recall F1 Precision Recall F1

PCA 0.971 0.349 0.513 0.966 0.363 0.528

Incremental PCA 0.973 0.559 0.710 0.967 0.561 0.710

Isolation Forest 0.989 0.451 0.620 0.985 0.427 0.596

Our methods were implemented using widely-used Python libraries,
including scikit-learn, PyTorch, imbalanced-learn (imblearn), and gen-
sim. Additionally, we utilized an open-source toolkit provided in [1],
both for implementing existing baseline methods and as a foundation
for certain components of our approach.

To evaluate model performance, we rely on three standard classi-
fication metrics: Precision, Recall, and F1-score, which are computed
based on the predictions made on the test data.

To ensure robustness and account for variability, each model is
trained and evaluated 10 times using fixed training-testing splits. For
each run, we compute the evaluation metrics on the corresponding test
set, and we report the average (mean) and standard deviation of these
metrics across the 10 runs. We employ two different data splitting
strategies: Sequential Split, Uniform Split.

To evaluate scalability in larger environments, we measured the av-
erage training and testing time over 10 runs for both the proposed
unsupervised machine learning models and the baselines on the com-
plete HDFS dataset. This dataset contains more than 11 million log
entries, which were grouped into sequences and then split into 517,554
sequences for training and 57,507 sequences for testing. We employed
the Uniform Split strategy, since the number of log sequences obtained
for training and testing is identical to that produced by the Sequential
Split.
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Figure 3. Comparison of Precision, Recall, and F1-score for PCA,
IPCA, and iForest under Sequential and Uniform Split on the reduced
HDFS dataset

5.2 Results

The comparative results of PCA and iForest versus our proposed IPCA
approach for anomaly detection on the reduced HDFS dataset are pre-
sented in Table 5 and Figure 3. As shown in the table and the
figure, among all the unsupervised anomaly detection methods eval-
uated—under both sequential and uniform data splits—IPCA demon-
strates superior performance, achieving the highest F-measure of 0.710.
This improvement is primarily attributed to a significant gain in recall
compared to the other two methods.

Unlike traditional PCA, which learns all components at once from
the entire dataset and tends to overlook rare directions associated with
anomalies, IPCA processes the data incrementally in mini-batches.
This allows it to simulate exposure to a broader spectrum of vari-
ance, including rare behaviors. As a result, IPCA is more capable of
capturing anomaly-relevant patterns, leading to higher recall.

Moreover, IPCA performs dimensionality reduction while preserv-

338



Improving Anomaly Detection in the HDFS Dataset with . . .

Table 6. Precision, Recall, and F1-score Comparison of Unsu-
pervised Models and Proposed Models (K-Means+iForest, IPCA,
AE+Clustering) for Anomaly Detection on the Complete HDFS
Dataset

Approach
Sequential Split Uniform Split

Precision Recall F1 Precision Recall F1

iForest 0.968 ± 0.000 0.763 ± 0.006 0.854 ± 0.004 0.983 ± 0.000 0.703 ± 0.002 0.820 ± 0.001

K-Means + Cluster 1 0.968 ± 0.000 0.764 ± 0.000 0.854 ± 0.000 0.984 ± 0.001 0.713 ± 0.034 0.826 ± 0.022
iForest Cluster 2 0.788 ± 0.003 0.090 ± 0.001 0.161 ± 0.001 0.945 ± 0.001 0.198 ± 0.001 0.327 ± 0.001

PCA 0.996 ± 0.000 0.661 ± 0.000 0.795 ± 0.000 0.998 ± 0.000 0.688 ± 0.000 0.814 ± 0.000

IPCA 0.662 ± 0.000 0.980 ± 0.000 0.790 ± 0.000 0.812 ± 0.000 0.966 ± 0.000 0.882 ± 0.000

Autoencoder + Clus-
tering

0.563 ± 0.035 1.000 ± 0.000 0.719 ± 0.027 0.732 ± 0.002 1.000 ± 0.000 0.845 ± 0.001

iForest + Word2Vec 0.969 ± 0.001 0.779 ± 0.026 0.864 ± 0.017 0.984 ± 0.001 0.741 ± 0.024 0.846 ± 0.016

K-Means + Cluster 1 0.971 ± 0.002 0.849 ± 0.030 0.905 ± 0.018 0.985 ± 0.000 0.792 ± 0.009 0.878 ± 0.006
iForest +
Word2Vec

Cluster 2 0.800 ± 0.069 0.114 ± 0.044 0.198 ± 0.071 0.854 ± 0.295 0.261 ± 0.120 0.351 ± 0.177

PCA + Word2Vec 0.974 ± 0.000 0.858 ± 0.000 0.912 ± 0.000 0.985 ± 0.000 0.713 ± 0.000 0.827 ± 0.000

IPCA + Word2Vec 0.461 ± 0.000 0.918 ± 0.000 0.614 ± 0.000 0.645 ± 0.000 1.000 ± 0.000 0.785 ± 0.000

ing important signals associated with anomalies. Traditional PCA
tends to discard components with low variance, where anomalies of-
ten reside. In contrast, IPCA incrementally updates its components,
increasing the likelihood of retaining such rare but meaningful varia-
tions.

iForest, when applied directly to high-dimensional raw log features
(such as event count vectors), is more susceptible to noise and irrelevant
features. It also tends to be less effective when the input is sparse and
redundant—as is the case with reduced log datasets. In contrast, IPCA
transforms the raw logs into dense and informative representations,
reducing dimensionality while preserving structural information. This
transformation enhances signal clarity and suppresses noise, leading to
better recall and F1-scores compared to iForest.

The comparative results of our proposed K-Means+iForest, IPCA,
and AE+Clustering models versus iForest and PCA on the complete
HDFS dataset are presented in Table 6. Training iForest on the larger
cluster (Cluster 1) obtained using K-Means with k = 2 improves recall
and F1-score compared to applying iForest alone on the uniform split
of the complete HDFS dataset. This improvement is due to the fact
that the larger cluster more accurately captures the dominant normal
behavior in a more compact and consistent way. By learning from this
clearer representation of normal patterns, iForest becomes better at
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detecting subtle anomalies during testing. However, in the sequential
split, this clustering strategy provides little to no benefit and performs
similarly to iForest alone.

IPCA outperforms traditional PCA in terms of recall and F1-score,
particularly on the uniform split of the complete HDFS dataset, but
tends to lose precision in both the uniform and sequential splits. Un-
like traditional PCA, which processes all data in a single batch and
emphasizes directions of highest overall variance, IPCA processes data
incrementally in mini-batches, allowing it to adapt to changing patterns
over time. This makes it more responsive to rare or subtle variations
that may indicate anomalies.

In the uniform split, where test anomalies are more numerous
(1,684) and varied, IPCA benefits from exposure to a wider mix of
normal and abnormal behaviors during training. Its ability to capture
low-variance signals helps it detect more actual anomalies, improving
recall and F1-score. However, this increased sensitivity also causes
IPCA to classify more instances as anomalous overall, including some
that are not, which lowers precision.

In the sequential split, although IPCA is trained on a slightly larger
number of anomalies (16,044 versus 15,154), the chronological ordering
of the data may limit its ability to generalize to future anomalies. As a
result, IPCA produces more false positives, leading to a sharper drop
in precision. The recall remains high, but since many of the additional
detections are incorrect, the F1-score stays nearly the same compared
to PCA.

The proposed AE + Clustering model achieves perfect recall (1.000)
in both sequential and uniform splits, indicating that it successfully de-
tects all actual anomalies. This high recall is expected due to the com-
bined use of reconstruction error and clustering-based distance, which
increases the sensitivity of the detection process. In the uniform split,
the model attains higher precision (0.732) and F1-score (0.845) com-
pared to the sequential split (precision = 0.653, F1 = 0.719). This
improvement is likely because the uniform split exposes the model to
a more balanced and diverse distribution of normal and anomalous
patterns during training, allowing both the autoencoder and clustering
components to generalize better. In contrast, in the sequential split, the
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model may encounter temporal shifts and less diverse anomaly patterns
(since the data is split based on time order, with earlier logs used for
training and later logs for testing), causing it to flag more false positives
during testing. This results in a drop in precision and consequently a
lower F1-score. Overall, the model’s high recall and improved F1-score
in the uniform split demonstrate the benefit of combining deep fea-
ture learning (via the autoencoder) with density-based separation (via
clustering), especially when the training data better represents the full
distribution.

The results in Table 6 correspond to the unsupervised approaches
analyzed above. The top part of the table presents the outcomes using
the TF-IDF (Term Frequency–Inverse Document Frequency) feature
extraction technique, while the bottom part shows the results for the
same approaches using Word2Vec.

We observe a clear improvement in the performance of iForest, K-
Means + iForest, and PCA when using Word2Vec instead of TF-IDF.
This is because Word2Vec captures semantic relationships between log
sequences by embedding them into a continuous vector space based on
their context. It preserves sequential and co-occurrence patterns, which
are important for distinguishing normal from anomalous behavior.

In contrast, TF-IDF treats logs as a bag-of-words, ignoring the or-
der and context of log events. It relies only on term frequency statistics,
which may not effectively represent subtle behavioral patterns in log se-
quences. Since iForest, K-Means, and PCA are unsupervised methods
that depend on the quality of input features, the more context-aware
and structured representations generated by Word2Vec lead to better
clustering and anomaly separation, thereby improving performance.

In the case of IPCA, the results obtained using TF-IDF outper-
form those with Word2Vec. This can be attributed to the nature
of IPCA, which is well-suited for processing sparse, high-dimensional
data—precisely the type of representation generated by TF-IDF. Con-
sequently, TF-IDF aligns more effectively with the strengths of IPCA,
resulting in better performance compared to Word2Vec.

Table 7 compares the performance of the individual Decision Tree
and SVM models against our combined SVM + Decision Tree model
on the reduced HDFS dataset. The hybrid model achieves higher recall
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Table 7. Precision, Recall, and F1-score Comparison of Supervised
Models and the Proposed Combined SVM+Decision Tree Model on
the Reduced HDFS Dataset

Approach
Sequential Split Uniform Split

Precision Recall F1 Precision Recall F1

Decision Tree 0.989 ± 0.000 0.451 ± 0.000 0.620 ± 0.000 0.985 ± 0.000 0.427 ± 0.000 0.596 ± 0.000

SVM 0.998 ± 0.005 0.288 ± 0.089 0.441 ± 0.097 0.988 ± 0.006 0.394 ± 0.083 0.558 ± 0.093

SVM + De-
cision Tree

0.989 ± 0.000 0.456 ± 0.000 0.625 ± 0.000 0.986 ± 0.000 0.433 ± 0.000 0.602 ± 0.000

SVM +
SMOTE

0.989 ± 0.000 0.456 ± 0.000 0.625 ± 0.000 0.985 ± 0.000 0.431 ± 0.003 0.600 ± 0.003

SVM + De-
cision Tree
+ SMOTE

0.976 ± 0.007 0.539 ± 0.041 0.694 ± 0.034 0.971 ± 0.008 0.536 ± 0.051 0.689 ± 0.043

and F1-score than both standalone models in both the uniform and se-
quential splits. This improvement is attributed to the complementary
strengths of the two classifiers: while the SVM provides strong gener-
alization with a well-defined decision boundary, the Decision Tree cap-
tures more localized patterns. By combining their predictions through
a voting mechanism, the hybrid model becomes more robust and sen-
sitive to a wider variety of anomaly patterns, boosting its ability to
detect true anomalies (higher recall) and improving the overall balance
between precision and recall (higher F1-score).

However, SVM alone slightly outperforms the hybrid model in terms
of precision. This is because SVM tends to be more conservative in
its predictions—it makes fewer positive classifications overall, reduc-
ing the number of false positives and thereby increasing precision. In
contrast, the hybrid model, influenced by the Decision Tree’s tendency
to classify more cases as anomalous, becomes more inclusive. While
this inclusiveness helps capture more true positives, it also introduces
additional false positives, resulting in a slight decrease in precision.

To address the problem of class imbalance in the reduced HDFS
dataset — where normal log sequences significantly outnumber anoma-
lies — we applied SMOTE to balance the classes in the training set only.
SMOTE works by generating synthetic examples of the minority class
(i.e., anomalies), thus providing a more balanced dataset for training.

In supervised anomaly detection, especially with classifiers like De-
cision Tree, SVM, and ensemble methods (e.g., SVM + Decision Tree),
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Table 8. Impact of Including Log Time Differences as a Feature in
Supervised and Unsupervised Models on the Reduced HDFS Dataset

Approach
Sequential Split Uniform Split

Precision Recall F1 Precision Recall F1

Decision Tree 0.824 ± 0.000 0.503 ± 0.000 0.624 ± 0.000 0.773 ± 0.000 0.478 ± 0.000 0.591 ± 0.000

SVM 0.994 ± 0.006 0.351 ± 0.111 0.510 ± 0.121 0.987 ± 0.005 0.413 ± 0.062 0.580 ± 0.070

SVM + Decision Tree 0.836 ± 0.000 0.497 ± 0.000 0.624 ± 0.000 0.787 ± 0.000 0.471 ± 0.000 0.590 ± 0.000

Isolation Forest 0.940 ± 0.041 0.497 ± 0.018 0.650 ± 0.008 0.957 ± 0.036 0.450 ± 0.018 0.612 ± 0.010

class imbalance often causes the models to be biased toward the ma-
jority class. This typically results in poor recall (many anomalies go
undetected) and a lower F1-score (which combines precision and recall).

By applying SMOTE, the training set includes more anomaly sam-
ples, allowing the classifiers to better learn the decision boundaries of
the minority class. As a result, the models are more capable of cor-
rectly identifying anomalies, leading to higher recall. Moreover, the
improvement in recall, without a significant increase in false positives,
contributes to a better F1-score.

Table 8 presents the results for the Decision Tree, SVM, SVM +
Decision Tree (supervised), and iForest (unsupervised) models on the
reduced HDFS dataset when incorporating time differences between
consecutive logs as an additional feature. Including this temporal fea-
ture enhances recall across all models. This is because timing patterns
can capture changes in system behavior indicative of anomalies, such as
unexpected delays or irregular log intervals. Consequently, the models
are able to identify more actual anomalies. However, this heightened
sensitivity also results in lower precision, as some normal instances may
be misclassified as anomalous. Nevertheless, the F1-score remains sta-
ble or improves for all models, since the gain in recall compensates for
the loss in precision, preserving or enhancing overall detection perfor-
mance.

Table 9 and Figure 4 summarize the computational efficiency of
the baseline and proposed unsupervised models on the complete HDFS
dataset. As expected, traditional models such as PCA achieve the
fastest training times, while more complex deep learning approaches
like the Autoencoder, combined with clustering, require significantly
longer training. However, once trained, our proposed Autoencoder-
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Table 9. Training and testing time Comparison of Unsupervised Models
and Proposed Models (K-Means+iForest, IPCA, AE+Clustering) for
anomaly Detection on The Complete HDFS Dataset

Model Training Time (s) Test Time (s)
iForest 7.117 0.400
K-Means + Cluster 1 2.874 2.229
iForest Cluster 2 1.646 1.265

PCA 0.164 0.398
IPCA 3.937 0.108
Autoencoder + Cluster-
ing
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Figure 4. Lollipop plot of testing times (in seconds, log scale) for
unsupervised and proposed models on the complete HDFS dataset.
We use a logarithmic scale on the y-axis to better visualize differences
across several magnitudes
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based model achieves the lowest testing time, making it well-suited for
large-scale deployment scenarios where inference speed is critical. Our
IPCA model achieves a very low testing time, demonstrating its suit-
ability for large-scale log data, where efficient inference is also essential.
Our hybrid model K-Means+iForest achieves a balance between train-
ing cost and inference efficiency. Overall, these results indicate that the
proposed methods remain computationally feasible on the full HDFS
dataset, which contains over 11 million log entries, and highlight the
potential of deep models for scalable anomaly detection in log data.

Table 9 and the visualization in Figure 4 highlight inference ef-
ficiency, showing that the Autoencoder with clustering achieves the
lowest test time, while the K-Means + iForest combination is the most
time-consuming during inference.

6 Conclusion

Logs are among the most valuable data sources for monitoring and
managing system operations. In this paper, we proposed a set of new
machine learning models and techniques for anomaly detection in the
HDFS log dataset, evaluated on both its reduced and complete versions.

Our results demonstrate that the proposed IPCA model achieves a
significant performance gain over existing unsupervised models, with an
average improvement of 40.88% in recall and 25.83% in F1-score on the
reduced HDFS dataset. Furthermore, the proposed models—K-Means
+ iForest, IPCA, and Autoencoder + Clustering—achieve an average
improvement of 28.43% in recall compared to existing unsupervised
methods on the complete HDFS dataset.

When using Word2Vec embeddings instead of TF-IDF for feature
extraction on the complete HDFS dataset, the unsupervised models
show an average improvement of 7.06% in recall.

Our supervised SVM + Decision Tree hybrid model also outper-
forms individual SVM and Decision Tree classifiers, achieving an av-
erage improvement of 13.97% in recall and 10.79% in F1-score on the
reduced HDFS dataset.

The SMOTE technique significantly improves the performance of
supervised models, with an average increase of 27.43% in recall and
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18.69% in F1-score on the reduced dataset. Similarly, incorporating
the time difference between consecutive logs as an additional feature
has a positive effect, with average improvements of 10.47% in recall
and 3.10% in F1-score for certain models.

Overall, our findings demonstrate that the proposed machine learn-
ing approaches significantly enhance anomaly detection accuracy on
the HDFS log dataset. Moreover, experiments on the complete dataset
confirm that unsupervised approaches can efficiently process over 11
million log entries with reasonable training and inference times, un-
derlining their scalability and practicality for real-world log analysis at
scale.

As future work, we plan to extend our study by conducting experi-
ments on additional datasets such as Thunderbird [32], OpenStack [9],
Hadoop [33], and HPC RAS [34]. We plan to explore more advanced
hybrid models, such as combining deep learning with unsupervised clus-
tering techniques, to further enhance anomaly detection performance.
Additionally, we intend to investigate ensemble methods (e.g., stack-
ing and boosting) to leverage the complementary strengths of multiple
models. Another promising direction is to replace traditional log rep-
resentation techniques like Word2Vec and TF-IDF with transformer-
based models such as BERT or LogBERT, which may better capture
the contextual semantics of log messages. Furthermore, we aim to
study the effectiveness of graph neural networks (GNNs) for modeling
sequential and structural dependencies within log data. To address the
issue of class imbalance, we will experiment with more advanced resam-
pling strategies, such as ADASYN and GAN-based oversampling, going
beyond SMOTE. Finally, we also plan to investigate the application of
federated learning to enable anomaly detection across distributed sys-
tems without requiring centralized log data collection.

AI Tools Disclosure Artificial intelligence tools were used in the
preparation of this article. Specifically, OpenAI’s ChatGPT (GPT-4)
was employed to assist in language refinement, restructuring certain
paragraphs for clarity. All final content was reviewed and approved by
the authors, who take full responsibility for the accuracy and integrity
of the work.
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